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Introduction

Last time, we saw some problems hinging around the fact that the answer to a Yes/No question delivers
only one bit of information. Today, we formalize the concept of entropy to quantify this idea.

To motivate the de�nition of entropy, we study the general case of the Twenty Questions with Priors
problem from last time.

Twenty Questions with General Priors

Fred and George play a game to prepare for Easter 2018. Fred picks a prank out of a universe of nmischievous
schemes, and George asks Yes/No questions about it until he �gures out the exact plan.

George knows Fred will pick scheme i with probability pi. What is the minimum number of questions
George needs to ask on average?

Solution

Roughly speaking, George wants to partition the total probability mass into halves on each question �Is the
answer in set S?�

Lemma 1. George has a strategy to win in at most d−
∑

i pi log2 pie+ 1 moves.

Proof. (I learned this argument at a conference, can't remember whose talk it was.) Partition the interval
[0, 1] into n segments so that the i-th segment from left to right has length pi. The �rst interval is [0, p1],
the second one is [p1, p1 + p2], and so on. Let mi be the midpoint of the i-th segment.

George's strategy is to binary search the interval for the midpoint mi corresponding to the right answer.
The �rst question he asks is �Is mi <

1
2?�

A more illuminating way to say this is: on the j-th turn of the game, George asks for the j-th bit of the
binary representation of mi. The game ends when George has extracted enough bits that no other mj can
start with the same digits in binary. The question is: on average, how many bits of mi do you need to know
to distinguish it from all the other mj 's?

By construction, the distances between mi and the nearest neighboring midpoints mi−1 and mi+1 are
1
2 (pi−1+pi) and

1
2 (pi+pi+1), respectively, which are both at least 1

2pi. But adding or subtracting x certainly
changes the binary representation of mi somewhere before the dlog2(x−1)e place. Thus, mi−1 and mi+1 both
di�er from mi somewhere in the �rst dlog( 2

pi
)e binary digits. If the answer is i, the number of turns George

needs is at most dlog( 2
pi
)e.

The probability the answer we are honing in on is mi is pi. Taking expectation, we will use at most

E
[
dlog2

2

pi
e
]

=
∑
i

pidlog2
2

pi
e

≤
⌈
−

∑
i

pi log2 pi

⌉
+ 1

turns. We picked up a +1 from log2 2 and another from the ceiling.
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De�nition 2. If X is a discrete random variable that takes on its i-th value with probability pi, then the
quantity

H(X) = −
∑
i

pi log2 pi

is known as the entropy of X. This is the �number of bits of randomness inherent in X.�

We just showed half of why this is the right expression: if Fred samples from a discrete random variable
X and George knows its distribution, then George can determine Fred's sample in at most dH(X)e + 1
binary questions. The other half is to show that at least H(X) questions are needed on average.

I encourage you to try proving Lemma 3 below by yourself.

Lemma 3. George needs at least dH(X)e moves to determine Fred's answer.

Proof. We induct on n. If n = 1, then the entropy is 0 and George knows the answer without any questions.
Suppose George's �rst move is to ask �Is the answer in set S?� Then, with probability pS =

∑
i∈S pi, he

is right, and by conditioning on the event that the right answer is in S, we have reduced in one move to the
problem on |S| < n possibilities. Without loss of generality, suppose S is the set of the �rst k events. By
induction, the number of questions he needs is at least

H(X|S) = −
∑
i≤k

p′i log2 p
′
i

where p′i is the probability of sampling element i conditional on the answer being in S. This conditional
probability is just

p′i =
pi
pS

.

Similarly, with probability 1−
∑

i≤k pi the �rst guess was wrong, and we have to condition on the answer

being in S. By induction, the number of questions needed then is

H(X|S) = −
∑
i>k

p′i log2 p
′
i

where for i > k, the conditional probability is instead

p′i =
pi

1− pS
.

In expectation, the total number of moves needed is at least 1 move for the �rst question, plus a pS
probability of H(X|S) moves, plus a (1− pS) chance of H(X|S) moves.

1 + pSH(X|S) + (1− pS)H(X|S) = 1−
∑
i

pi log2 pi + pS log2 pS + (1− pS) log2(1− pS)

≥ −
∑
i

pi log2 pi,

where we used the fact that x log2 x+ (1− x) log2(1− x) ≥ −1 for any x ∈ (0, 1) by convexity. This is what
we wanted.

Exercises

1. Check the computations in Lemma 3. What S does this argument suggest to choose?

2. Describe (or prove the nonexistence of) an X for which the number of moves George needs is dH(X)e.

3. Describe (or prove the nonexistence of) anX for which the number of moves George needs is dH(X)e+1.

4. (For next time.) S is a set of distinct (0, 1)-vectors of length n. It's biased in the sense that in every
coordinate, at least 3

4 of the vectors in S are 1 in that coordinate. What is the maximum size of S?
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